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Wapice, the IoT and AI company from Finland

› Transforming Manufacturing, Industrial and 
Energy Companies through digitalization since 
1999

› Private ownership

› Continuous organic and profitable growth 

› Employing >350 IIoT and AI experts

› 11 office locations in Finland

› ISO 9001, ISO 14001 and ISO 27001 certified



Digitalizing Your Business

Research & Development Production Marketing Sales Installation Service Lifecycle

Professional Digital Services
& Technology Partnership

Sales and product data with complex
relationships

Telemetry data

Relational data: 
Assets and 
attributes
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Current AI landscape

Data AI Layer

AI multi-
agentsGen AI Layer

AI models

LLM Powered Search: Utilize chatbots to handle complex queries for efficient information retrieval

Generative AI for content creation: Reduce effort and increase relevance and impact

Agentic AI Ecosystem Integration: Future applications will be autonomous, operators only monitor

LLMs / Multi-Modal LLMs

Statistical & Time series analysis
• Identify trends and patterns
Machine learning
• Anomalies, fault detection, predictions or 

classifications
Neural networks
• E.g. CNNs for video/image data
• What is seen vs What is sensed?

Sales Pattern Recognition
• Detect unusual sales trends, market shifts and 

anomalies for proactive business decisions.
Behavioral Customer Clustering
• Segment customers by preferences and buying 

cycles to personalize marketing strategies
Cross-sell and Upsell Intelligence
• Identify product relationships to recommend 

complementary configurations and increase 
revenue

Data 
Scientist

Tools
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Retrieval Augmented Generation (part 1)
IoT-TICKET Digital Twin attributes

Telemetry Data 
• TelemetryData includes real-time 

sensor readings (voltage, current, 
power factor, and light levels for 
system monitoring)

Calculated Metrics
• Calculated attributes derive 

insights like energy consumption 
and anomaly detection results for 
predictive maintenance

Asset Event Alerts
• AssetEvents track system alerts 

such as lighting failures, 
communication issues, sensor 
anomalies, and device restarts.

Embeddings contain numerical
vector representation of IoT-
TICKET Digital Twin information

Vector database
• Knowledge Base: stores 

embeddings + metadata
• Implement approximate 

nearest neighbor (ANN) 
algorithms

• Allow efficient querying of 
semantically similar texts
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Retrieval Augmented Generation (part 2)

Less hallucinations

Latest data

Transparency

Data privacy
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#SMARTTAMPERE
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Smart
Lighting

Optimize city lighting 
maintenance and 
electricity costs​

Improve citizen 
experience and urban 
area safety​

Monitor multi-supplier 
lighting fleet in a 
single application
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› Sales and product data is often complex and has long chains of relationships
› e.g. Product→Customers→Projects→Supply chains→ …

› Searching relationships leads into complex queries
› “Find all customers who bought products that contain components supplied by 'Supplier X' and were 

manufactured between March and April. Then, check if these components were also used in other 
products that have reported issues. “

› “Find all cases where 'Supplier X' provides components to products. Then, look for other products 
that belong to the same category and have the same IP rating as the first product. Finally, return the 
supplier, the two products, their category, and their IP ratings.”

› In RAG process LLM orchestrator app calls application APIs or queries
database directly to fetch data

› Creating correct queries becomes a challenge, if
› Database schema is complex

› Relationships are indirect or involve many-to-many joins

› The query requires contextual reasoning across multiple tables

→ This is where Knowledge Graphs can help

How to improve RAG performance? 
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› Especially suitable for representing 
structured and unstructured data with 
connected elements

› Captures relationships and context

› Typically, a graph database that has no rigid 
schema and data model is more flexible

› Knowledge Graphs + RAG = GraphRAG

› Hybrid search strategy:
1. The starting point of relevant information is found 

using the semantic vector similarity search.

2. The additional information is found by navigating the 
relevant connections in graph structure

› → Graph database serves as a semantic 
knowledge layer that interfaces with LLMs

Knowledge graphs
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› Allows the system to understand how facts are connected, 
not just which text chunks are similar

› Richer, more explainable answers

› Can traverse the graph to perform multi-hop reasoning, 
answering complex questions that traditional RAG 
struggles with

› Graph-based reasoning allows the system to show the 
path it took to reach an answer (e.g., entity → relationship → 
entity).

› This is critical for auditing, compliance, and trust in 
enterprise AI

GraphRAG
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› https://neo4j.com/

› Query language for Neo4j is Cypher

› Where SQL returns data in rows, Cypher 
returns connection between entities

› E.g. Find customers who bought a specific 
product

› Northwind database

› A graph representing a traditional retail 
system with products, orders, customers, 
suppliers, and employees

GraphRAG demo with Neo4j database

MATCH (c:Customer)

-[:purchased]->(:Order)

-[:orders]->(p:Product {name: "XYZ"})

RETURN DISTINCT c.name

https://neo4j.com/
https://neo4j.com/


Visit wapice.com
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